Evaluation Report

Google Search Appliance

System 6.2.0.G.14
Alexander Undrus

Physics Applications Software Group

Brookhaven National Laboratory

February 1, 2010

Date of Evaluation: 

Jan. 1 – 31, 2010

Purpose:
Evaluate the Google Search Appliance (GSA) performance and convenience for ATLAS collaboration

Setting:


The full version of GSA licensed for 106 documents is installed at Tier I ATLAS Center computing facility (RACF) at BNL. The GSA evaluation is a joint project of RACF, Physics Application Software (PAS) group at BNL, and ADC operations team.  The GSA web address is google-atlas.bnl.gov. The evaluation twiki page is ADCSearchEngineEvaluation.
Web Sites Tested
ATLAS Physicists are interested in searches in ATLAS documents (cdsweb), manuals and instructions (twiki), agendas (indico), logbooks (prod-grid-logger), SVN repository. CERN web servers often prohibit crawling with instructions posted in robot.txt files (  www***.cern.ch/robots.txt ) or by inserting meta tags in the  web pages sources:

· logbooks (at prod-grid-logger.cern.ch) contain the metatag that disallows crawling: 

<META NAME="ROBOTS" CONTENT="NOINDEX, NOFOLLOW">

· indico server allows to crawl conference agendas and disallows to crawl materials

The ATLAS SVN repository is too large for the GSA under evaluation (licensed to 1 million documents only). Therefore in this evaluation the GSA was configured to crawl ATLAS documentation twiki (https://twiki.cern.ch/twiki/bin/view/Atlas/) with ~ 8000 URLs and ATLAS notes collection at http://cdsweb.cern.ch/collection/ATLAS%20Notes with about 800000 URLs.  

· PROS: short summary
· easy to install, configure, and maintain 

· fast crawling (with tunable speed)

· good on-line customer support for this “black box appliance” 

· default relevancy rankings seem fit to ATLAS users expectations

CONS: short summary
· not well suited for crawling protected web sites, can not interact with CERN SSO 

· only basic options for results biasing policy

· “black box appliance” (with Linux OS of Google flavor) does not allow to access log files, the error messages available to an administrator are not informative and, in some cases, confusing

Collecting Content

Crawling speed for cdsweb and twiki web sites is 15 kdocs/hour with default settings and it stays the same until the most content is indexed. The GSA had some difficulty to find some older documents on cdsweb because, apparently, there are no links leading to them. This problem was fixed by providing the GSA the crawl start page with the generated list of ATLAS notes as one of crawling starting points (http://cdsweb.cern.ch/search?cc=ATLAS%20Notes&rg=3500&jrec=501). The GSA allows to tune crawling frequency to desirable levels. According to CDS web support, the desirable crawling frequency is about 10 hits per minute (which is too slow at the initial indexing stage). The GSA allows indicating URL patterns for pages with frequent content changes and re-crawl them more than once a day and URL patterns for pages that contain archival or rarely changing content. With default settings, the GSA re-crawls pages once a day and at the same time of day. For instance, URL https://twiki.cern.ch/twiki/bin/view/Atlas/WebStatistics was re-crawled every day between 11:53 and 11:56. The GSA can be instructed to exclude URL patterns (defined by regexp expressions) and file types from the index. 

Advertised, but not tested features: databases (including Oracle, MySQL) crawling and serving; access non-Web content (e.g. SharePoint) with “connectors” applications (java application to be developed by administrator, requires Tomcat server).

Queries and Results
The GSA supports Google's query language — using "+" for required keywords and "-" for terms that shouldn't match, combined with the OR Boolean, as well as phrases between quotes. Queries are case-insensitive and punctuation is ignored. Administrators can add items to pre-built synonyms dictionary.

For results ranking, Google employs so-called "PageRanking" algorithm, which is based on the popularity of certain documents. An administrator has three options for changing result biasing: "Source Biasing" (to increase or decrease a document's score when it belongs to a specified collection or its URL matches a specified pattern), “Date Biasing” (to increase the score of more recent documents relative to older documents), “Metadata Biasing” (to increase or decrease a document's score when it contains a <meta> tag that matches a specified name:content pair).

In tests the “policy biasing” options did not provide the substantially better search results. However the default Gooogle results ranking worked very well. Google gives a ranking priority to pages with titles containing a search string that is particularly suitable for searches in ATLAS twiki: see the following 3 examples:
· 'trigger release coordination' - the first hit of google is desirable page https://twiki.cern.ch/twiki/bin/view/Atlas/TriggerReleaseCoordinationProcedures while twiki search engine (FAST?) ranks it at 84th place (provided by Simon George)
· 'atlas trigger expert manual' - the first Google hit is the desired one: https://twiki.cern.ch/twiki/bin/view/Atlas/TriggerOnlineExpertManual while twiki search engine (FAST?) either does not find it or put it far away in the list of search results (Simon George)
· 'egamma candidates ATLAS site:twiki.cern.ch' (provided by Alex Undrus)

Google.com hits: AtlfastValidationGroup, CBNTVariableList, TrigEgammaOverview, AtlasCalorimeter, ReconstructionDocumentation, TriggerDAQ, TrigEgammaUser, HLTPersistencyRecipe, TrigT2CaloEgamma, Main/ElectronIDIsEM etc...

BNL GSA hits: EgammaTriggerCSCPlots, ObsoleteEgammaResults, TrigEgammaOverview, EgammaCBNT, SlidingWindowClustering, TrigEgammaUser, AtlfastValidationGroupEGamma, OldTrigEgammaPeople, TrigT2CaloEgamma, AtlasTreeNoLB
FAST hits: ApprovedPlotsTrigger , OldTrigEgammaPeople, SGAudAnalysis, AtlasMetSliceOnCallExpert2009, HLTAlgorithmOnlineIntegration, AtlasRelease1204, ElectronIDIsEM, AtlasProduction14022100Status, AtlasProduction14022003Status, TowardsCommonIsolationToolsInCMSSW and this is it (excluding publications that Google can not crawl)
Results of Google.com and BNL GSA are similar, the BNL GSA seems give higher priority to pages with 'egamma' in addresses. It looks like twiki search engine (FAST?) does not find many hits, for instance, ‘TrigEgammaOverview’ which is a desirable hit.

Crawling and Serving Protected Content

As advertised by Google, the GSA can crawl and index documents that require a login and password or another form of authentication. In particular, the GSA supports cookie-based authentication (single sign-on, forms). As well as the GSA can use digital certificates when communicating over HTTPS. The request for a certificate was generated by the GSA, signed by CERN CA authority and installed back to the GSA. The Google Support verified that the certificate was installed correctly and should provide a crawling access to pages protected by CERN SSO. However it did not (despite the same certificate works in Firefox browser). The opinion of CERN’s IT HelpDesk (problem CT656969) is that the problem is more related to the SSO system rather than to the Certificate itself. The authentication should succeed, but then the GSA has to deal with the complicated SSO redirections made in JavaScript. In response to that, the Google Support confirmed that the GSA does not interpret any JavaScript. Therefore the GSA is not capable to access the protected CERN pages directly.

The solutions for the GSA access to the SSO protected pages can be found on Internet. One of rather obvious solutions is to use the HTTPHeaders setting in the GSA administration to send an authentication cookie to the server being crawled. To use this setting one need to find a valid cookie value. Or CERN IT may have an ability to establish special tunnel for the GSA. Any such solution requires active participation of CERN IT.

Advertised, but not tested features: the GSA supports a variety of mechanisms for serving the secured content to authorized clients (in particular it is advertized that the GSA can check a user's SSL certificate to verify that it was issued by a trusted certificate authority before serving secure results). With the GSA security manager, a user who is searching for protected content is prompted for credentials once for each set of authentication mechanisms that share a username and password. Another option (which seems more realistic) is to configure GSA to an external login server to check users credentials. 

Administration
The GSA administrative interface is easy to understand and operate. It provides a variety of statistical information. The GSA box worked without technical problems during the test period. However, the attempts to configure the GSA to crawl CERN’s secure content resulted in partial corruption of the GSA index. The only available remedy in this case was to remove the corrupted part of the index and re-crawl affected URLs. 
Conclusion
The Google Appliance is very easy to set up and it offers a good performance. However the inability to interact with CERN SSO was a disappointment. The Google Support was not able to comprehensively answer questions regarding problems with digital certificates, nor the documentation provides clear recipes for interaction with SSO systems. 
Licensing. The GSA license is valid for two years. The BNL’s GSA is licensed for 1 million documents. It can be extended to 10 million documents. More powerful models can be licensed up to 30 million documents. For larger deployments, multiple appliances can be linked together to search hundreds of millions or even billions of documents.







